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Thin Client Computing – An Evaluation
1. Background

This evaluation of thin client computing is prompted by the JISC funded Institutional Exemplar project that is piloting the concept of Location Independent Working (LIW) for members of academic staff at Coventry University within the Business, Environment and Society Faculty. Location Independent Working (LIW) develops an existing scheme operating within the University’s wholly-owned commercial company (CUE Ltd.) where over 50% of the staff now work remotely, ie from home, from remote offices (including overseas offices) or whilst travelling. 
The intention of the current project is to make the programme suitable for academic staff in teaching and research roles. The project aligns the cultural change necessary at individual, departmental and institutional levels, with the application of tried and tested technologies to develop a production ready, quality e-working arrangement for academic staff. The scheme in CUE Ltd. utilises Microsoft Terminal Services to deliver computing services to all staff across dedicated broadband connections, or by secure tunnelling through the Internet, to external points, and across the company’s local area network internally. Staff can hence access all required computing services from a thin client computer which is typically a Hewlett Packard t5135 box plus a fax/printer, mouse and keyboard, or via a conventional laptop computer.
Whilst many academic staff already conduct part of their work from locations other than their base campus, they do so outside the context of a formalised, planned scheme. CUE Ltd has a tried and tested policy for LIW and established processes in place for selecting, training, and managing staff who work remotely. This recognises the work patterns which are becoming the norm for many employees and are already readily embraced by many students.
2. OBJECTIVES
The objectives of the evaluation are:

1. Define the characteristics of the thin client computing paradigm.
2. Assess from a general perspective the potential benefits and limitations of work being conducted in this way 

3. Consider and assess how these might apply in the specific case of academics migrating to an LIW mode of working.
3. THE CHARACTERISTICS OF THIN CLIENT COMPUTING
Most people are aware that computing has undergone rapid change in the few decades that it has contributed to our way of life. The day of the traditional mainframe computer quickly gave way to the greatly reduced cost of ownership that mini-computers afforded. Mini-computers were affordable to departments within organisations and for the first time were accessible to many people at the same time through teleprinter and later visual display terminals   Mini-computers gave way  in turn, with the advance of micro-circuitry, to the introduction of the personal computer (PC). Personal computers heralded a fundamental change in the way electronic data was managed. Up until that time persistent data was held on secure magnetic media under the control of the ‘EDS’ (Electronic data storage) team. It was regularly backed up and copies held in secure, fireproof safes. With the advent of the personal computer, control of the data passed to the individual, and whilst exchangeable floppy disks afforded the opportunity for regular backup, there is ample evidence that few people have a safe and effective backup regime. Furthermore, backup disks are rarely stored securely and much data gets lost, stolen or corrupted through mishandling. Even when PCs became networked and could be backed up automatically to a managed server, the integrity of much data became compromised through poor discipline by the PC user. 
The introduction of so-called ‘thin client’ computing, sometimes called ‘the network computer’ was an attempt to reduce the risk of key data being compromised. In the thin client paradigm, the PC acts once again, like a terminal. Data is input through the keyboard and displayed on the screen, but pretty much all other computing is done at the server end. Thus, persistent data storage returns to the centrally managed environment and, in its most extreme form, no data is held on the PC. Software, too, is held at the server end. It is implicit in this way of operating that the PC remains connected to the server throughout its period of use. In practice there needs to be a high bandwidth connection as considerable amounts of data will pass between the PC and the server as, for example, the full contents of the screen will be generated at the server end and passed to the PC’s screen painter – this concept has given rise to the term ‘screen scraping’ as another description for what is happening at the server end. This is very similar to the operation of an internet browser – in the same way, the client computer, or PC, has only a simple formatting program running and this is able to receive data from a website and ‘paint the screen’ with it. 

Clearly the PC operating in thin client mode will also need a small code module that enables it to ‘log on’ to the user’s account at the server end and invoke the thin client software resident there. A key characteristic of this type of client is that it is not specific to a particular user. Hence, any user can sign on to his or her account at ANY client. The client may be located in their office or another office, a public area within the organisation’s campus, a meeting room, within the user’s home or indeed any other place where a suitable client computer is located and has a connection to the terminal server software. Not only does this make for great flexibility in the work location of any user but also obviates the need for the user to carry their electronic files with them (be they on a specific client computer or on exchangeable media.  
3. ASSESSING THE VIABILITY OF THE THIN CLIENT PARADIGM IN GENERAL TERMS
 The viability of this mode of operation will be assessed under the following headings:
3.1 Functionality
3.2 Supportability
3.3 Convenience

3.4 Costs and benefits
3.5 Security and data integrity
3.1 Functionality

In general terms the PC user can perform all of the operations that can run locally on the PC. The only difference is that control is retained by the server. In practice, operations that involve very heavy transport of data – such as streamed video – will be less effective as they generally involve sophisticated buffering of the data at the client, or PC, end and this, and the subsequent refreshing of the PC screen are difficult to control over even a fast data link.

There are also some restrictions over the visibility of devices at the client end. Early versions of Microsoft’s Terminal Services software (a frequently used thin-client operating system), for example, gave no visibility of local printers or disk drives at the client end. This did have the advantage that PC users had no choice about where to store their data – it simply had to be at the server end! On the other hand, it meant that local printing was only possible by emailing files to the PC’s email account and switching from thin client to local mode before being able to retrieve and print the file. However, the current version of Terminal Server has overcome these restrictions.
A further limitation lies in the way some software operates when run under terminal services. Indeed, there will be software that, for various reasons, will not be available on the terminal server. Some users will have software packages they have downloaded off the internet, or packages available from third parties, that server administrators will be reluctant to load up on the server due to its not being certified to run in that way. This may sound harsh, but in practice vendors like Microsoft have found that unless certain standards have been imposed in the way software is developed and tested, it can cause the server to become unstable or crash and hence cause inconvenience or even data loss to all users of that server. 

3.2 Supportability

In a corporate environment the big benefit of thin client computing is that all software is mounted and managed at the server end. This has the obvious advantage that upgrades, bug fixes and other changes need be made only once. Contrast this with the situation with PCs where potentially every machine must be visited to install new versions or upgrades to software. Admittedly this process has largely been automated such that fixes and upgrades can automatically be applied whenever the PC is connected to the network. Nevertheless the challenge of assessing whether every PC has the current version of the software, and diagnosing problems when they occur still requires, very often, technical support being applied at PC-side. And when a critical software patch becomes available the chances of every PC user logging in and receiving it in a reasonable timescale is dubious. What is more, unless the PC is locked down against local updating, many users will be tempted to load software that may have undesirable and unforeseen effects on the operation of the PC and, once again, create a need for deskside support to fix it.

 By using thin client to support most computing operations, corporate data and functions are protected against the undesirable impacts of local processing and local data storage. This also allows the power user the flexibility to continue running specialised or unsupported software on the PC without it impinging on the network.

Another important consideration for the corporation is the cost of software licences. Having to purchase standard software for every machine is considerably more costly than that for the server side licence.

3.3 Convenience

When we speak of convenience, we beg the question ‘convenience for whom’? Convenience for the IT support team has already been mentioned – they undoubtedly benefit from a simpler and more convenient network configuration from a support point f view. So far as the corporation is concerned, the convenience, not to mention the security, of having all the data managed centrally is a huge benefit. 

From the end user’s point of view there are two sides to it. On the one hand they have benefit of knowing that they are attaching to a fully up to date and certified software configuration and that all their data is secured and backed up centrally. On the other hand, and a very important consideration for the travelling user, they only have access to both the software and the data, when they are connected to the network.

The increasing availability of wireless mobile networks and other secure connections means that users are less likely to be disconnected from their network. However, there will be occasions when they can only connect via the internet, or where their connection has low bandwidth or is not available at all. Hence there will be at least some users who need an alternative to their thin client network connection. Some thin client support tools, and Microsoft’s terminal server services is one of them, can support a pure web client. This enables the full set of services to be invoked across an internet connection without anything other than a browser available on the client, which may be an Internet service in an Internet Café, or in a hotel, etc.

This still leaves the small number of users who will need to be able to invoke software on their own laptop, for example, whilst they are travelling, or working disconnected in another office etc. In these cases, the only convenient way for them to work will be to have essential software loaded locally on their machines, as well as the data files they need to operate on. 

Most organisations will want to minimise staff operating in this way in the interests of security and cost saving. In reality there should be few occasions when staff have a need for disconnected working, especially if they are encouraged to plan their work schedule. Having said this there will undoubtedly be staff who need to run high performance applications on their PC, such as access to streamed video presentations, or CAD software. It is likely, therefore, that some, limited provision will need to be made for such essential requirements. It is important, though, not to let the tail wag the dog. Many such applications will perform quite adequately in a terminal server environment and the minor inconvenience of slightly reduced performance will be seriously outweighed by the benefits to the individual and the organisation of increased reliability/security for the vast majority of applications.

It is worth commenting here that concerns over ‘convenience’ are often voiced by end users as a reason not to go thin client. However in reality this normally turns out to be an expression of ‘desire’ rather then of ‘need’. Few end users find that they are prevented from doing their job efficiently by having a thin client solution imposed on them.

3.4 Costs and benefits

It will be apparent by now that significant cost savings can be made by delivering computer services through thin client. But how much saving? IT analysts Gartner estimate that the it may be as much as 40% of the total cost of delivering the services.

Remember that it is the total cost of ownership (TCO) that needs to be considered. Bearing in mind that the replacement time for a typical PC may be as short as 3 years due to failure of key components such as hard drives, whereas, according to Forrester Research, a thin client device has no moving parts and may be good for up to seven years. Factors such as the cost of running a thin client being just 14% of that of a conventional fat client also bear heavily on the TCO, as do the lower software licence costs previously mentioned. 

Savings from reduced support costs are also significant. Just one desk-side visit to a remote fat client machine may cost more than the full purchase price of a thin client device!
 
3.5 Security considerations

The subject of security has hardly been mentioned thus far in this analysis and deserves consideration as it may, in some circumstances, be the killer argument for going down the thin client route. Recent press reports of lost and stolen laptops, and CD’s that go missing in the post have brought data security to the general public’s attention. In reality this has been a serious issue in corporations since the dawn of mobile communications. How often do you sit beside a laptop user on a train or ‘plane and glance with interest at the PowerPoint slides they are preparing for an important meeting or customer presentation? It’s often hard to avoid and there has been more than one case where significant company plans or proposals have fallen into the wrong hands through the diligence of a key manager honing the detail of a plan whilst travelling and not realising that he or she was being observed! 

In truth, problems like these are simple to solve by placing a privacy filter in front of the screen that ensures it can only be viewed from directly in front of it. It is also the case that most other security issues with data can be managed relatively simply and effectively providing there is the will to do so. It is very simply to secure a portable device with a physical lock so that it cannot be stolen, with password  or even biometric protection so that even if it falls into the wrong hands it cannot be accessed, and for all of its files to be password protected or encrypted. There are a variety of ways of achieving each level of security and the lengths that organisations will go to will depend on the sensitivity of the data that their people handle. The truth is, though, that the vast majority of organisations take NO steps to secure even the most sensitive of their data. 

Using thin client technology means that the majority of staff will rarely need to carry data away from a secure server environment as it is likely that they will normally be attached to a secure server hosting their data and the application systems they use. Strong server-side password protection will ensure that even when they leave their thin client workstation unattended there is little possibility of files being accessed. To strengthen security from files being copied to external media such as USB memory sticks or CDs this feature can be disabled. ie the default setting for access to local drives would be ‘no access’ with a facility to temporarily enable it for the duration of any essential downloading of a file. All such files should be encrypted, preferably using hardware encryption which means utilising special USB sticks with automatic built in encryption of data that is copied to them.

Insistence on users following these type of security guidelines will need to be backed up by organisational policy as there will always be people who will otherwise flout sensible security guidance. A particular concern will be staff who avoid security controls by emailing files to personal email accounts on their home computers. Such files are then open to corruption, as well as copying to external media, etc.


4. Criteria in Assessing Thin Client Support of Academic Staff Computing Requirements


So far this paper has considered the potential benefits and drawbacks of thin client computing in the most general terms. It is fair to say that the experience and requirements of particular groups of professionals will be impacted differently by a move to a thin client solution. 
Rather than attempt to assess the likely impact to academic staff in their teaching and research roles, the paper proposes a set of criteria that can be applied to any given role in order to determine the impact and assess whether, overall, it is positive or negative to the organisation and individual staff.

4.1 Work location(s)

As we saw earlier, a key characteristic of the client server paradigm is that users can sign on to their account and access files and application software from any location hosting a thin client workstation. Thus, location in itself is no barrier to using computer services. This means that staff on the move can have great flexibility as to the location where they obtain their computer service. The main restriction is the type of service they require and we consider this further below. In fact this flexibility can lead to improvements in productivity as some workers will have less need to return to their office or other specific location to gain access to a conventional computer workstation holding their account. For the laptop user it may obviate the need to carry around the laptop – or even to have one at all!

 
4.2 Type of computer user


Some groups of users who make very heavy use of their computer workstation, have lots of interaction with clients or customers, need to use special input devices such as scanners may find the facilities of a thin client unsuitable. They may even need specially designed workstations with ergonomically designed keyboards and screens.

4.3 Workload mix


4.4 Specialist computer applications

Thin clients have all their processing done at the server end so rely on a constant refresh of their client screen as data becomes ready for presentation. For the vast majority of applications used in normal day to day business, this provides no hardship or reduced performance. 

Certain applications that utilise the local services of the client computer will be impacted, however. Examples are applications which generate complex screen graphics such as computer aided design applications and those that are displaying streamed video pictures. Users who frequently require access to this kind of application may find a thin client computer inadequate for at least this aspect of their work.

4.5 Special access requirements

Users with a variety of disabilities may also require specially adapted workstations to support their needs. In recent years many of their needs can be met through software adaptations that can be delivered on a thin client – special fonts and font sizes, for example, or the use of particular colours. Even special purpose devices such as Braille readers may be connected with the latest edition of Microsoft’s terminal services software.



.








Peter Haine






eWorking Applied Research Centre








Coventry University





March, 2008
